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· Nifty Assignment: RSS News Feed Aggregation

This handout is a work in progress.
Virtually all major newspapers and television news stations have bought into Al Gore’s most famous invention ever: the Internet.  What you may not know is that each of these media corporations offers RSS feeds summarizing all news articles that’ve gone to press in the preceding 24 hours.  RSS news feeds are XML documents with information about online news articles.  If we can get the feeds, we can get the articles, and if we can get the articles, we can build a database of information similar to that held by the news.google.com.    

Due: Whenever You Get It Done.  We’re Flexible.
· This week’s assignment has you index a few hundred online news articles.  Indexing a news article amounts to little more than breaking the content down into the individual words, and noting how many times each word appears.  If a particular word appears a good number of times and it isn’t so common as to appear in virtually every other web page, then said word is probably a good indicator as to what that web page is all about.  Once everything’s been indexed, you can interact with the database and ask for a list of online news articles about a specific person, place, or thing.  If you’re curious what President Bush is up to these days, you can just ask and you’re sure to get something (documents are sorted by relevance):

Please enter a single search term [enter to break]: Bush

We found 67 articles with the word "Bush". [We'll just list 10 of them, though.]


1.) "Bush's passionate defence of Iraq" [search term occurs 15 times]

       "http://news.bbc.co.uk/2/hi/americas/4316280.stm"

   2.) "Bush renews Palestinian state vow" [search term occurs 11 times]

       "http://news.bbc.co.uk/2/hi/middle_east/4359248.stm"

   3.) "Abbas, Bush Expresses Optimism for Peace" [search term occurs 11 times]

       "http://www.nytimes.com/2005/10/20/international/middleeast/policy.html"

   4.) "Bono, Bush chew over global issues" [search term occurs 9 times]

       "http://www.boston.com/ae/celebrity/articles/2005/10/20/bono_bush_chew"

   5.) "Senators rap Supreme Court choice" [search term occurs 8 times]

       "http://news.bbc.co.uk/2/hi/americas/4362544.stm"

   6.) "Bush Education Law Shows Mixed Results" [search term occurs 7 times]

       "http://www.nytimes.com/2005/10/20/national/20exam.html"

   7.) "Miers fails to impress Senate panelists" [search term occurs 7 times]

       "http://www.sfgate.com/article.cgi?f=/c/a/2005/10/20/MNG86FB95A1.DTL"

   8.) "DeLay hands himself in to court" [search term occurs 6 times]

       "http://news.bbc.co.uk/2/hi/americas/4362458.stm"

   9.) "U.S. Gives Florida Right to Curb Medicaid" [search term occurs 6 times]

       "http://www.nytimes.com/2005/10/20/national/20medicaid.html"

  10.) "Tax plan hasn't a prayer" [search term occurs 6 times]

       "http://www.sfgate.com/article.cgi?f=/c/a/2005/10/20/BUGKHFB2OQ1.DTL"

Martha Stewart still makes the news, though not as often:

Please enter a single search term [enter to break]: Martha
Nice! We found 5 articles that include the word "Martha". 


1.) "Stewart Extends Brand to Home-Building" [search term occurs 14 times]

       "http://www.sfgate.com/2005/10/21/financial/f115035D02.DTL"

   2.) "Business notebook" [search term occurs 3 times]

       "http://www.boston.com/business/2005/10/21/business_notebook"

   3.) "Flooding avoided, for now" [search term occurs 1 time]

    "http://www.boston.com/news/2005/10/16/flooding_avoided_for_now"         4.) "Greenbush adds to cloud over commuter boats" [search term occurs 1 time]

       "http://www.boston.com/news/2005/10/16/greenbush_adds_to_cloud"

   5.) "Hurricane Wilma Slams Into Mexico" [search term occurs 1 time]

       "http://www.sfgate.com/2005/10/21/international/i053654D60.DTL" 

If the word is so common that it’s useless, the application will tell you about it:

Please enter a single search term [enter to break]: whatever
Too common a word to be taken seriously. Try something more specific.

Sometimes a perfectly wonderful thing just doesn’t get mentioned:

Please enter a single search term [enter to break]: Stanford
None of today's news articles contain the word "Stanford".

How to Parse Online News Articles

We make it pretty close to trivial to tokenize any HTML page in the world, provided you give us the URL.  If you inspect the code base, you’ll come across a class called (of all things) HTMLTokenizer.  The interface of this HTMLTokenizer class is similar to that implemented by the java.util.StringTokenizer.  Of course, you should read the provided documentation; but you can glean a lot about the HTMLTokenizer by looking at the following code snippet:

URL almaMater = new URL("http://www.cinnaminson.com");

HTMLTokenizer tokenizer = new HTMLTokenizer(almaMater);

while (tokenizer.hasMoreTokens()) {


String token = tokenizer.nextToken();


processToken(token, ...);

}
The HTMLTokenizer ignores all HTML tags, so you needn’t take special care to hop over them yourself.  It also ignores punctuation marks (well…except ‘ and -, which often make perfectly good contributions to interesting words).  Just use the HTMLTokenizer like it’s a built-in Java class, and it’ll just take care of the tokenizing you don’t want to bother with.

How To Find Online News Articles

Several online news articles hosted by the same server are almost always summarized by a single RSS news feed.  Formally, RSS (short for either Really Simple Syndication or Rich Site Summary, depending on who you’re talking to) is a tame variation of XML.  But you hardly need to know XML to understand the structure of an RSS news feed.  Just think of an RSS feed as an HTML-like document with new tag names—things like <channel> and <item> and <description> instead of <b> and <href> and <body>.  Here’s the lowdown on what one of these RSS documents looks like:

<?xml version="1.0" encoding="iso-8859-1" ?>

<rss version="2.0">

 <channel>

  <title>NYT &gt; Home Page</title>

  <link>http://www.nytimes.com/index.html?partner=rssnyt</link>

  <description>NYT: Breaking News</description>

  <copyright>Copyright 2005 The New York Times Company</copyright>  

  <language>en-us</language>

  <lastBuildDate>Sun, 24 Apr 2005 12:30:00 EDT</lastBuildDate>

  <image>

   <url>http://www.nytimes.com/images/section/NytSectionHeader.gif</url>

<title>NYT &gt; Home Page</title>

<link>http://www.nytimes.com/index.html</link>

  </image>

  <item>


  </item>

  <item>


  </item>

  <item>


  </item>

 </channel>

</rss>

The format may be new to you, but I’m thinking we’ll all agree that the RSS feed above (which is just like any other RSS feed you’ll encounter) is a sequence of items.  Our example shows three items, but there could be any number of items (even 1 or 0), and the above structure scales or shrinks to accommodate.  So let’s more forward with that definition: an RSS feed is a sequence of items.  What’s an item?  Well, here’s one:

<item>


   <title>Medicare Change Will Limit Access to Claim Hearing</title>

   <link>http://www.nytimes.com/2005/04/24/national/24medicare.html </link>

   <description>Medicare beneficiaries must now show special circumstances to




    appear in person before a judge when their claims are





 denied.</description>

   <author>By ROBERT PEAR</author>

   <pubDate>Sun, 24 Apr 2005 00:00:00 EDT</pubDate>

   <guid>http://www.nytimes.com/2005/04/24/national/24medicare.html</guid>

</item>

Each <item>-</item> pair delimits a collection of attributes about a single news article.  We’re most interested in title, description, and link values, not so interested in the others.  The newsworthy item here is that RSS news feeds are sequence of news items, and each news item identifies some web page.  By just reading one RSS document, think of all of the HTML parsing we can do!

Truth be told, the parsing of SML documents, while quite doable, can be a wee bit tedious.  There are enough edge cases to consider that it makes sense to rely on Java’s XML packages, and because the assignment isn’t really about XML, I’ve supplied you with two classes to manage the RSS business: NewsArticle and RSSFeed.  Check out the public sections of each, and (as always) read the documentation.  Both of the classes are pretty self-explanatory.  You’ll also notice that the NewsArticle class provides a getLink method, and its return value is oh-so-compatible with the HTMLTokenizer constructor.  Given what you’ve read so far, you should be able to collect all of the words in all of the HTML documents identified by a single RSS feed.

How To Find The RSS News Feeds

Fortunately, there are several of these RSS news feeds available from all sectors of the planet.  If you go to any major news web site, you’re likely to find they syndicate their content using RSS.  If you don’t believe me, go to www.nytimes.com and scroll all the way to the bottom, and you’re sure to find something that looks like this:

[image: image1.png]Add New York Times RSS feeds




You look at this and think that maybe the New York Times offers one big RSS feed every day summarizing the entire newspaper.  In actuality, it about 50 of them:

[image: image2.wmf]
And even though New Yorkers might argue the fact, there are other credible news sources as well: The Chicago Sun Times, The San Francisco Chronicle, The Boston Globe, The Philadelphia Inquirer, the BBC and of course, the most important news source of all: Apple Hot News (http://images.apple.com/main/rss/hotnews/hotnews.rss).  There are plenty of other web sites that syndicate content (like, virtually ever blog across the planet), but we’ll stick to the web sites that publish real news, presumably without any political bias whatsoever. (
I’ve set up two master data files, one very small (for initial testing) and one fairly large (so you get interesting results later on).  The URLs are:

http://cs107.stanford.edu/sigcse/rss-feeds-small.txt

· http://cs107.stanford.edu/sigcse/rss-feeds.txt
Each file houses a list of RSS feed names and URLs, formatted as follows:

BBC World News: http://newsrss.bbc.co.uk/rss/front_page/rss.xml

New York Times: http://www.nytimes.com/services/xml/rss/nyt/HomePage.xml

Boston Globe: http://www.boston.com/news/globe/a-z?mode=rss_10

San Francisco Chronicle: http://www.sfgate.com/rss/feeds/news.xml

Each line contains the name of the feed (which we eventually throw away) and a URL.  Everything up through the first colon is considered to be the title, and everything after the first colon make up the URL. http://cs107.stanford.edu/sigcse/rss-feeds-small.txt and …/rss-feeds.txt are each formatted that way.  By establishing a connection to either one of the two master data files, you can initiate what amounts to a triple for-loop around code that processes a single HTML file.

Getting Started

· Once you copy over the assignment, you’ll see how much is already done for you.  All of the network code needed to find and pull online news articles is there.  The starter code compiles, runs, and analyzes web pages from all over the planet.  However, it does not build the indices and allow you to do meaningful queries like those illustrated above.  Your job is to augment the existing code base and integrate in a HashMap or six to store everything you might need into order to replicate the functionality of my sample application.  The focus of the assignment is more than just cool networking.  This assignment is all about taking the client role and using the HashMap and ArrayList to manage complexity and to build a scalable, efficient search engine.   We just happen to index news articles instead of the entire web, but in principle what we do here could easily be extended to index every last web page on Earth.

Strategy

Here’s how I would tackle the assignment if I were you:  Figure out how you’re going to store all of the information needed to imitate the functionality of my sample application.  You can’t possibly build a database mapping keywords to relevant documents if you don’t have a clear picture as to how everything will be stored.  The HashMap, TreeMap, ArrayList, and LinkedList containers are exactly what you want here.  You’re ultimately going to want to map words to sub-collections of records, where each record stores the NewsArticle and the number of times the word appears in the article.  And just so you don’t count the same articles twice (because some RSS news feeds overlap), consider two online news articles to be the same if they have the same URL (even if the titles are different), or if they have the same title and come from the same server (http://news.bbc.co.uk).   This means you’ll have to keep track of previously seen URLs, and you’ll also have to keep track of all previously seen server/title pairs.  (I’m thinking two HashSets… what about you?)



















































































































































































































item node substructure outlined below





item node substructure outlined below





item node substructure outlined below








� I format the sample output a differently than the sample application does, just because I have less space here.  You’re free to format the output however you want, though.





